Fairness, Democracy, and Lotteries
This paper challenges the common assumption that democracy requires majority rule. I assume that we can adopt a contractualist approach to uncover the demands of political equality and argue that contractors would not necessarily accept majority rule to make decisions in their society. I first reject broadly consequentialist arguments, arguing that firstly no procedure guarantees ideally best outcomes, secondly that in cases of pluralism there is no need to suppose there is a uniquely best outcome, and thirdly that we need to be fair between different individuals. I develop this need for fairness into a case for weighted lotteries, drawing on the Taurek-Scanlon ‘saving the greater number’ debate. This leads to my conclusion that democratic ideals can be realized by selecting a random vote to determine the outcomes of decisions.

The Nature of Democracy

Democracy means rule by the people. This is what distinguishes it from, for example, a benevolent dictatorship. Thus the distinction between democracy and oligarchy or aristocracy is best drawn in terms of the extent of the franchise. While we cannot in fact enfranchise everyone, e.g. young children, and many actual democracies include further restrictions on who can vote, e.g. excluding criminals, the characteristic feature of democracies is that the people as a whole get to exert decision-making influence. In the large nation and multi-national states that make up today’s world, this influence is generally exercised only through elections of representatives. Since this complicates matters somewhat, I am going to confine my discussion to small-scale, direct democracies, of the kind where people can meet face-to-face and make final decisions. The context could be anything from a New England town meeting, to the JCR of an Oxford college, or a group of friends deciding where to go to dinner.
Moreover, it is not enough that people have some influence. A system in which ten of us must make decisions, and my will always prevails whatever the rest of you think, is obviously not democratic. A system where my preference is over-ruled only if the other nine of you all agree is perhaps somewhat more democratic – we can at least say all are genuinely involved or influential – but certainly seems to fall short of democracy. I shall assume, therefore, that democracy means not only that all are included but that all are included equally or, at least, without arbitrary discrimination. This latter qualification is supposed to allow that there may be justifications for weighted voting that are compatible with democracy. In these cases, however, the weighting of the vote is supposed to reflect some relevant factors, such as interests at stake, and therefore represent what Aristotle called ‘proportionate equality’, rather than the more usual ‘arithmetic equality’ according to which each counts for one. I take no stand on whether or not this is desirable. The generality of my case is not, however, affected because, even if we accept that one person should have two votes and another only one, we presumably want each of these votes to be of equal value – otherwise we cannot be sure that the weighting really is proportional. I shall therefore assume that democracy requires equality, in this sense.
It is commonly supposed that ‘democracy means majority-rule’. It’s generally unclear whether this is supposed to be an analytic or conceptual claim or merely a truth about what is required in practice, but in either case it is something that I will deny. I take the equal influence of all citizens in decision-making to be the fundamental criterion of democracy. Majority-rule may be democratic if it is a way of realizing such, but it may fail to be democratic if it does not realize this equality. I will put forward an alternative way of realizing this equality, which I claim is also democratic. It is not my intention to defend this alternative as generally preferable to majority-rule, only to establish that it is a form of democracy. When majoritarian voting also satisfies the requirements of equality, then it may well be all-things-considered preferable. My claim is only that majority-rule is neither necessary nor sufficient for democracy.
Why Democracy?

Having said what democracy is – the equal and collective determination of social policies – it remains to be seen why we should want it. I do not intend to say which particular decisions should be made democratically, or why. My aim is simply to establish that there are occasions on which we all stand to benefit from collective decision-making procedures, but we each want equal influence in order to protect and promote our own interests.
There are some – libertarians and philosophical anarchists – who prefer decentralized individual decision-making to any form of collective determination. While a good democracy may well be a liberal one, that leaves considerable scope for individual freedom, we cannot do without some collective arrangements. There are matters that cannot be determined on an individual basis – such as defence policy – or pure coordination issues, such as which side of the road we should drive on. While one may have preferences over which side of the road we drive on, depending for example on whether one is right- or left-handed, we may assume that it is essentially a matter of indifference – we do not care which side of the road we drive on, provided that all drive on the same side. Thus the payoffs of coordination can be represented as follows:
Fig. 1.1 Driving Co-ordination

	
	You drive on left
	You drive on right

	I drive on left
	5,5
	0,0

	I drive on right
	0,0
	5,5


This is clearly a case where we want centralized decision-making, and do not really care what the decision is. In this case, there is no pressing need for the decision to be taken democratically. If a dictator had imposed the ‘drive on left’ rule, we would still have reason to obey it, provided we expected others to do so, since it would provide the necessary coordination. Moreover, even if the dictator had been overthrown, we would have no reason to change this rule, once it had become the salient solution to our coordination problem.
The more interesting cases are where we need coordination, but there is also a conflict of interests. Suppose, for example, that we want to go for a meal together, but have different preferences over food – specifically, I like Indian while you prefer Chinese. Assume it is more important to each of us that we eat together than that we have our preferred meal; thus, this is still a coordination problem, except that now it is no longer a matter of indifference which option we coordinate on. This can be represented as follows:

Fig. 1.2 Restaurant Co-ordination

	
	You go to Indian
	You go to Chinese

	I go to Indian
	6,4
	2,2

	I go to Chinese
	0,0
	4,6


As we can see, both of us would agree that we should go to the same restaurant, but we disagree which that should be
. If you think I will go to the Indian, then you should go to the Indian, but you would rather we both go to the Chinese, and think I am more likely to go to the Chinese if I expect you to go there. This is a case where, although all benefit from coordination, there is a conflict of interests over which pattern of coordination is to be chosen. Both of us want coordination, but we each prefer a different pattern of such. In this case, assuming we can decide together, it seems plausible that the fairest solution would be for us to commit to going somewhere together and then to toss a coin to decide which restaurant to go to, giving us equal chances of getting our preferred option
.

This problem is easily solved because of its artificial simplicity. If there are two parties with equal but competing interests, then tossing a coin seems a fair way to resolve their differences. The more interesting problems are when we deal with larger groups, where numbers on each side are unequal. Suppose, for example, a group have regular meals together, and five of them favour Indian and three Chinese – how now should they coordinate? In this case, decentralization may be more attractive (five going to the Indian, the other three for Chinese), but assume coordination is still more important. These are the cases that I think should be resolved democratically. This means each member of the group should have an equal say in determining where the whole group go to eat. The question is whether this requires majority-rule, the obvious problem with such being that – if each person’s preferences are fixed – the group will always go for Indian and never Chinese, so some people never get what they want. I will argue that such a case would represent not democracy but mere ‘tyranny of the majority’ and that, in fact, an alternative procedure could better realize political equality.
Contractualism and Agreement on Decision-Procedures
We want decision-making rules that treat all equally, but there is conflict over which rules satisfy these conditions. In this case, I recommend some form of contractualism – we should seek rules that all can accept, or that none can reasonably reject. I will not, here, try to adjudicate between competing forms of contractualism, merely draw on the general intuition. Rawls supposes that all parties should imagine themselves deprived of specific information about their person and circumstances, thereby preventing any possibility of bias in their choice. Scanlon appeals simply to the idea of reasonable rejectability to do much the same work.
One problem with contractualism, of course, is that the agreement reached always depends on the conditions under which the parties are to agree. If you and I must make an agreement, but I have a gun to your head, then the resulting agreement is much more likely to favour my interests. While some, like Gauthier, recommend incorporating the effects of differential bargaining positions into the resulting agreement, the more usual approach is to assume that contractors are free and equal. The question I pose, then, is whether free and equal contractors would accept majority-rule to govern their collective affairs.
It has often been supposed that all parties would agree to majority-rule, but this has been more assumed than argued for. Some have connected the rule of the majority to their greater physical strength
, but this does not seem to endow them with moral legitimacy
. Locke attempted to avoid the suggestion that ‘might makes right’ by appealing to what has been called the ‘physics of consent’, but his argument is not only faulty – bodies move with the sum total of forces, not according to the greater only – but is again guilty of trying to derive a normative conclusion from empirical facts
. Contract theorists have often supposed that consent to majority-rule is part of the original contract forming society
. This, however, begs the question. As A. J. Simmons points out “[o]nly if majority rule were obviously fairer and more authoritative than lottery, weighted lottery, votes adjusted for intensity, plural votes for the qualified, and the like, would we be obliged to interpret a commitment to political membership as a commitment to majority rule”
. Those who bind themselves together as members of a society may well be committed to some collective decision-procedure, and probably one that treats them as equals, but we cannot assume it must be majoritarian.
While I am not committing myself to a specifically Rawlsian framework, it should be noted that I do not think that this is the kind of question that can be adequately resolved from the original position, where one is behind the full veil of ignorance. Rawls actually describes a multi-stage procedure, according to which the most abstract principles of justice are arrived at by contractors with no knowledge of their society, but the veil is gradually lifted so that in what he calls the ‘constitutional convention’ people know general facts about their society, but not their place in it. These facts – such as whether, say, the society is ethnically homogeneous or not – may be relevant in deciding upon concrete institutions to implement justice. Thus, in the original position, parties commit themselves to equal basic rights and liberties which, I take it, includes a commitment to democracy in which all citizens have equal influence over political decisions. How this is to be realized is, I conjecture, a matter for the constitutional convention, in which parties have some knowledge of their society and can therefore decide whether majoritarian institutions are an acceptable way of realizing such equality or whether permanent social divides call for some alternative measures, such as Lijphart’s consociationalism.
I think it is important that the agreement be made in the light of certain knowledge about one’s situation. Various possibilities may seem fair in the abstract, when one had no knowledge of who one will be or what the society will be like, because one assumes that if one party ends up favoured this is unforeseeable. In fact, however, Rawls’ emphasis on the ‘strains of commitment’ – which is part of his argument against Harsanyi’s utilitarian conclusions – offers us reason to reject such thinking. We want the arrangements to be fair, not only from the perspective of no-one in particular in the original position, but from the perspective of each actually situated individual once the veil of ignorance has been lifted. Let us illustrate with an example from another context. Suppose we seek a general principle to regulate disagreements between two individuals. From the original position, one might at first be indifferent between the proposals arm-wrestling and coin-tossing, since neither will obviously advantage or disadvantage one’s interests. One recognizes, however, a significant difference – that once the parties are actually situated, arm-wrestling may favour one who is obviously stronger, whereas coin-tossing still gives both parties, whoever they are, equal chances of victory. Thus I think there are reasons to prefer coin-tossing to arm-wrestling when we are seeking a general procedure for resolving conflict between individuals (which is not to say arm-wrestling cannot be acceptable in situations where it is not obvious in advance who will win).
My claim is that fairness in general prefers a coin-toss to arm-wrestling, which is fair only when it approximates the coin-toss – i.e. when its outcome is not predictable in advance. Moreover, the principle of majority-rule is relevantly similar to arm-wrestling. This means that it may well be fair in certain circumstances, where no-one has any reason to suppose that they are more or less likely to be in the majority than anyone else. Like arm-wrestling, however, it may be condemned as unfair when the odds are obviously stacked in favour of one party. Suppose we have a society that is divided along some prominent social cleavage – be it race, religion, class, gender or whatever. In such a society, we may be faced with some group that form a permanent minority, not only in the sense that the group comprises of less than half the population but in that they are never part of majority coalitions (perhaps because they are considered pariahs by others). Such a group, I claim, would have no more reason to accept majority-rule than the puny individual would to accept arm-wrestling in the case of individual disagreement. However ‘fair’ it might appear in the abstract, it is no longer the case that outcomes are unpredictable: now it is obvious that they will lose and there is no reason for them to accept this. I will now turn to some possible reasons why contractors might accept majority-rule.
Imperfect Procedures
The first reason one might give for adopting majority-rule is that it might produce better outcomes. There are several reasons why one might think this, so I will focus first on the imperfect procedural or epistemic conception of democracy. According to this account, voters should put aside their own interests or preferences and aim at an independently-specifiable and impersonally best outcome. I will argue that this approach faces numerous, ultimately fatal, difficulties. Firstly, if the outcome is independently specifiable, then it could logically be reached by some other, non-democratic mechanism, such as through a group of benevolent dictators much like Plato’s Guardians. We need some reason to think that majoritarian democracy is the best way to realize such ideal outcomes.
One often-cited reason for faith in the majority is the Condorcet Jury Theorem, according to which if every voter has a greater than even chance of identifying the right answer, and their votes are statistically independent, then the chance of the majority being right is much greater than that of any individual voter. This is simply an application of the law of large numbers. Imagine you tossed a coin ten times – it would not be too surprising if the ratio of heads to tails was 7:3 or 3:7. Now suppose you keep on tossing the coin, a hundred or a thousand times. The chances of such a ratio become increasingly less, as you would expect it to approximate towards the statistically likely 50:50 ratio. The jury theorem employs unequal chances, but otherwise the reasoning is similar. Suppose the coin is subtly biased and has a 60% chance of coming up heads. This may not be too noticeable from ten tosses, but the more one tosses the coin the more likely it would be that the majority of outcomes would be heads.
While the Condorcet argument has been widely appealed to, there are reasons to doubt its applicability to the case in hand. Firstly, it assumes that citizens’ votes are statistically independent. This does not mean that they cannot influence each other, but the chances of one person’s voting for the right (or wrong) answer cannot influence the chances of another’s doing so. This may not hold, if we observe crowd behaviour amongst voters. Secondly, it assumes that the average citizen is better than random when it comes to making political decisions. This claim can actually be weakened – all that is actually required is that competence be normally-distributed with an average of greater than 50%. Nonetheless, this remains potentially contentious, given that empirical studies often reveal low levels of political interest and knowledge amongst many voters. In particular, it is worth noting that if this condition does not hold – if individual voters are actually bad choosers – then the logic of Condorcet’s argument will apply in reverse: the collective will actually be even worse than any individual! Thirdly, the argument assumes a simple binary right/wrong choice, but it is not clear that this is always the case or how it is to be understood when there are various options. If we have three potential outcomes, for example, one of which is ‘right’, then it is unclear whether better than random competence means individuals must identify the right option more than a third of the time or more than half the time. If the latter, then the demands of competence are obviously greater, and it is more likely that we will doubt whether the average citizen is so competent. If the former, then though citizens may be competent, there is a danger that those who vote for the right option will be outnumbered by those voting for wrong answers and, if one of these is particularly salient, may not even win a plurality.
Thankfully, epistemic arguments need not depend on Condorcet’s Jury Theorem. One might put forward other reasons to think that a larger body of individuals more likely to choose correctly than a smaller group, such as that they will include a wider variety of perspectives and opinions. A smaller group, on this reasoning, might be misled by their partial interests, while majority will be more likely to include members of different groups, so for a proposal to be favoured by a majority it needs to be more widely acceptable. Again, however, this reasoning is not infallible. It seems to depend upon the assumption that a majority is likely to be more heterogeneous, but in a society with a permanent majority/minority divide it is quite possible that the majority is simply another faction, biased by a partial interest. The simple fact that they are a larger interest group does not make them any more likely to reflect the interests of all in society impartially.
One may object that any epistemic approach is likely to be too demanding on voters. In fact, there are at least two ways in which this might be so. Firstly, it places great epistemic demands upon them. They have to know not only their own interests but also those of all other citizens, how they are correctly balanced, and how they can be best promoted. Secondly, it places a moral demand upon them. Even supposing the first hurdle is overcome, and one knows what is impartially best, one is then required to vote for that even when it runs counter to one’s interests. While it is not necessarily an objection to a moral ideal that it requires one to restrain the pursuit of one’s own interests, it seems foolish – or at least naïve – to construct a political system that relies on such selfless motivation if we can predict that many citizens will fail to live up to such demands.
Moreover, the final problem that I will raise for imperfect procedures is that it is not clear that there is usually one right answer. We may face a range of alternative possibilities, some better than others, but some that, from a social point of view, seem equal or incomparable. Suppose, for example, we are distributing five units of good between two people. A distribution like (1,1) may be safely ruled out as sub-optimal, if the other three units are wasted. This means we may regard that as a wrong answer, and rightly prefer Pareto superior outcomes – or, at least, those that do not involve serious unfairness
. We face several attractive possibilities, however. If equality is important, we may have reason to favour (2,2), even though one unit is wasted. If we want to distribute all of the good, then the most attractive options seem to be (3,2) and (2,3), but we need to make a choice between these. It is not likely that we can say either of these is objectively better, and nor is it likely that the people involved can be brought to agree on either of these. In this case, I think justice may well rule out certain possibilities, such as the clearly sub-optimal (1,1) and unnecessarily unequal (4,1), but be indifferent between (3,2) and (2,3). This illustrates the potential indeterminacy of the demands of justice. The demands of justice may constrain our social choices, but do not answer all of them. Even if we have some infallible way of realizing justice, we still need a social decision procedure that is fair to each individual, allowing them to press their legitimate interests within the constraints of justice. 
Perfect Procedures

Perhaps the solution to these problems is to have voters vote to promote their own interests. This fits the general liberal assumption that people are best-placed to know their own interests. Moreover, one prominent reason for extending the franchise has been that the interests of excluded groups tend to be under-represented. This means we should see voting as more like the marketplace: an arena in which each person acts to promote their own interests, rather than aiming at the social good. In the marketplace, however, private vices produce public benefits due to the ‘invisible hand’. It is not obvious that anything does similar work in the political case.

One might hope that, if every person votes for their own interest, the outcome will serve the social good. If, for instance, five people prefer Indian and three Chinese (to use the example given above), and their preferences are equal, then giving five people what they want rather than three produces a greater satisfaction. We could represent someone getting what they want as +1 and getting what they don’t want as -1. Then we can say going to the Indian produces 1+1+1+1+1+(-1)+(-1)+(-1) = 2 units of net satisfaction, whereas going to the Chinese produces 1+1+1+(-1)+(-1)+(-1)+(-1)+(-1) = -2 or a net dissatisfaction. Note that we have effectively reached a crude form of utilitarianism, according to which the interests of each are counted for (plus or minus) one. In fact, however, I do not even need to wheel out the standard objections to utilitarianism to observe that, with such an impoverished information base, there is no reason to suppose this procedure will realize utilitarian ideals. Utilitarianism really demands not that all individuals tell for one, but that equal interests are counted equally. This is not achieved when the different interests of different individuals are each counted as one. This would have the implication that one hundred people suffering a sore throat can outweigh ninety-nine at risk of death.
One may wonder whether this could be addressed, e.g. by weighted voting. I do not think it can, but in any case the argument need not stop there – the standard objections against utilitarianism do apply. Seeking to maximize total utility need not treat everyone equally. If the same five people always want Indian, and the other three always Chinese, then maximizing utility each time leads to unfairness – the three people never get their way. One need not even appeal to deontological notions here, as it is also quite plausible to suggest that trying to maximize utility on each occasion will fail to serve utility overall – for instance, because the strength of the minority’s preferences is likely to increase, perhaps accompanied by resentment that they never get their way. Therefore we may well also have good utilitarian reasons to ensure the minority get their way sometimes. My main argument, however, is that we may have reasons of justice to give the minority their way sometimes, even if it results in less total utility.
Fairness

Utilitarians might accept majority-rule if it maximized utility (though I have cast doubt on whether it will), but many people reject utilitarianism on grounds of justice or because it fails to respect the ‘separateness of persons’. One person should not be required to sacrifice his or her good for the greater good of others. Therefore a minority are not required to sacrifice their good for the greater good of a majority. We need instead some account of what is fair to each person. In the one against one example, above, I assumed the fair thing to do was toss a coin, giving each person an equal chance of getting their way, even if one had somewhat more at stake. We need some way of extrapolating the fairness of lotteries to unequally-sized groups. Surprisingly, this has not been much discussed in the democratic literature, but it is the focus of the ‘saving the greater number’ debate, and it is to this literature that I turn for a solution.
John Taurek provocatively claimed that, given a choice between saving one person or five others, fairness would require him to toss a coin. He insisted that though saving five would be better for each of them, saving the one would be better for him, and denied that there was any ‘point of view’ of the universe from which we could say that the first is better simpliciter. This seems to pose a challenge for those who want to resist consequentialist aggregation and consider only individual viewpoints. Since this is very much the basis of Scanlon’s contractualism, he takes up this problem in chapter 5 section 9 of What We Owe to Each Other, seeking to show that the contractualist can count lives on grounds of fairness, rather than the betterness of saving more people. A third possible solution, suggested by John Broome and Frances Kamm, is to use a weighted lottery to decide between the two groups, giving the larger group more chance. It should be noted that I am not really concerned with the problem as originally stated, but with what fairness requires in a democratic context. Nonetheless, several participants in this debate draw analogies with democracy, so I hope it will prove illuminating. I shall consider each option in turn.
Taurek’s Solution

As noted above, Taurek claimed that we should toss a coin between two different groups, regardless of their relative sizes. This gives each person an equal chance of satisfaction. I agree with Taurek that this does realize one conception of fairness, it does not however appear to be a democratic one. Democracy is rule of the people, not rule in their interests. A dictator could treat everyone fairly in this sense, but democracy requires that each person has an equal and positive chance of influencing outcomes. The coin toss proposal respects equality, but only because people have no influence. It makes no difference whether voters are split 5/5 or 9/1. Moreover, there would be practical problems implementing this. Suppose, for example, we were voting on a budget and several people want a figure of £100. Maybe if one of them instead votes for £99.99 that will become a separate option, and therefore require its own equal chance. This would actually lead, provided there was adequate coordination, towards an approximation of proportional chances. In any case, I think we can reject equal chances.
Scanlon’s Solution

Scanlon defends ‘saving the greater number’ – something similar to majority rule – against both equal coin-tossing and weighted lotteries. His first argument, against the coin-tossing proposal, is that it does not respect each person’s claims. He observes that it allows us to resolve a 2-against-1 conflict exactly as we would a 1-against-1 conflict, thereby effectively ignoring the presence of the third person. As we have seen, I basically share this criticism, at least in the democratic case. It is perhaps less clear when it comes to lifeboats, since what each individual really wants is to be saved, rather than to have some personal influence in what happens.
Why does Scanlon reject weighted lotteries? Firstly, it is not because they fail to reflect each person’s claim. In fact, they do so arguably better than his own proposal. In any case, he acknowledges that this is not the problem. His objection is actually rather unclear, it is somewhat obscure why Scanlon rejects the possibility of weighted lotteries – he simply asserts that saving the greater number is a better procedure
. Although he recognizes that minorities will have prudential grounds to call for any sort of lottery, he thinks this is irrelevant, for he claims that it would be unreasonable of them to do so. As he puts it, “There is no reason, at this point, to reshuffle the moral deck, by holding a weighted lottery, or an unweighted one”
. I believe this ‘reshuffling’ metaphor is revealing. A lottery is only re-shuffling if the deck has already been shuffled to begin with. It seems, therefore, that Scanlon is implicitly assuming that it is already a matter of chance who has ended up in which group, and thus who is in the greater number and who is in the minority
. This is, however, effectively to adopt a Harsanyi-style original position, in which we effectively assume an equal chance of being anyone and so are no longer worried by inequalities, and so it is unsurprising that it delivers utilitarian conclusions. We can see how important this assumption is if we make this prior randomization explicit, and compare it to cases where there is no such randomness.
Let us make explicit the assumption of prior randomization. Suppose five people are on a boat when it breaks up in a storm, leaving one on his own and the other four together. In this case, we may suppose that each had an approximately equal chance of being in any of the five positions, and therefore of being the one on their own, so in this case it seems fair to adopt a ‘save the greater number’ policy. To hold a weighted lottery – while still fair – would not only be unnecessary, since there has already effectively been a natural lottery, but would actually reduce everyone’s ex ante chances of rescue, thus it is clearly an inferior procedure in this respect. This seems to be the kind of case Scanlon has in mind, but now consider an alternative. Suppose one of the individuals is a fisherman who regularly goes out to sea alone, while the others are pleasure-trippers. In this case, if both boats get into trouble it is evident beforehand who will not be saved. Would it really be unreasonable for the fisherman to reject the saving the greater number principle? I do not think so. This seems to me like the case where someone, who might have accepted arm-wrestling in the abstract, now rejects it because they know their opponent more likely to win so it is no longer fair. It also seems like a supposedly democratic society in which a permanent majority are always able to get their way, to the exclusion of some minority.
The Weighted Lottery

A weighted lottery assigns a greater chance to larger groups. There are actually a range of ways in which chances can be weighted, but I am concerned in particular with proportionately weighted lotteries. Such lotteries assign each group a chance proportional to their size – so in a 5-against-3 conflict the former group has a 5/8 chance of success and the latter 3/8. This obviously meets Scanlon’s requirement that each person have an influence, but is it fair? The usual objection made is that, while it gives each individual an individually equal baseline chance, allowing them to ‘pool’ these chances mean that some individuals end up with a greater de facto chance of success simply due to others. I do not, however, think that this is unfair.
Hirose argues both that weighted lotteries are unfair, for the reason given above, and that one could arrive at inversely weighted lotteries by similar logic, if one focused on who not to save
. The second criticism assumes that if we draw B not to be saved, this means we cannot now save C either and must therefore save A. In fact, this is undermined by the first criticism, for it doesn’t follow if we reject the assumption that we must save B and C together. Having selected B as not to be saved, we might still consider it a live choice between A and C. Thus we arrive at the following decision tree:
Fig. 3.1 Partial Decision Tree
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If we draw B then C as not to be saved, then we save lone individual A – probability 1/6.
Fig. 3.2 Results of Two Draws

	Possible combination
	Loser of first draw
	Loser of second draw
	Who is saved

	1
	A
	B
	C

	2
	A
	C
	B

	3
	B
	A
	C

	4
	B
	C
	A

	5
	C
	A
	B

	6
	C
	B
	A


Each these six is equally likely, with probability one-sixth; the result of them not-losing the first draw (two-thirds) and then, if they got this far, not losing the second (one-half). This may be wasteful, as it can tell us to save B without C, and vice versa, but it is fair – all have equal chances. I think that we can remove some of the wastefulness without loss of fairness. If A loses the first draw (p=0.33), then we do not need a second draw between B and C and can save them both together without unfairness. This gives us the following possibilities:
Fig. 3.3 Second Draw Not Needed

	Chance
	Draw 1
	Draw 2
	Outcome (saved)

	1/3
	A (not saved)
	(not needed)
	B-and-C

	1/6
	B (not saved)
	A (not saved)
	C-alone

	1/6
	B (not saved)
	C (not saved)
	A

	1/6
	C (not saved)
	A (not saved)
	B-alone

	1/6
	C (not saved)
	B (not saved)
	A


This, I maintain, is perfectly fair. Although B and C have larger de facto chances of survival, A has no ground for complaint and reducing their chances would not benefit him but simply be a form of ‘levelling down’.

It can still be objected that this procedure is wasteful, since there is a one-in-three chance of saving either B or C alone, when we could save both of them. Having seen that fairness need not be violated simply because some have greater de facto chances than others, however, I would suggest that this can also be avoided. Fairness is not the only consideration in distributing goods, we must also pay attention to outcomes, which sometimes give us reason to prefer a lottery over division or vice versa. Once we can make a Pareto improvement, saving an extra person’s life, it does not seem that we should insist on levelling down in the name of fairness. This would be no more reasonable than to insist on abandoning A if he suddenly teleported to join B and C after being selected as not to be saved. Even if B had initially been drawn as not to be saved, this was only as part of a contest between A and B and C, and if A ends up losing that, he has no grounds for complaining when we save B with C.
The Democratic Case

I think this provides a principled defence of the weighted lottery, but now I return to the democratic case. When we have two opposed groups, each of these options is possible. The first tells us to ignore votes and simply toss a coin to resolve the issue – as I have said, this may be fair, but ignores people’s preferences so is not democratic. The second tells us to go with the majority, but the fairness of this procedure depends on it not being fixed in advance who is in the majority – a perpetual minority could reasonably reject this procedure as not giving them a fair chance. A weighted lottery means that each group should have a chance of success proportional to their numbers. This can easily be achieved – all we need to do is select one of the votes at random and have that determine the outcome. Thus, if five people have voted for Indian and three for Chinese, each vote has a one-in-eight chance of being chosen so there is a five-in-eight chance of selecting a vote for Indian and three-in-eight chance of selecting a vote for Chinese. I call this procedure lottery-voting.
I think the case for weighted lotteries is stronger in the democratic context than the lifeboat situations considered by Taurek, Scanlon, et al. Firstly, it is more obvious that we want each person to make a difference, and so have reason to reject equal chances. Secondly, the objection that some people will have lesser chances through no fault of their own is diminished, since those in a minority can act to increase their chances, by persuading members of the majority to change their minds. This highlights two advantages of lottery-voting: election results are never a foregone conclusion and more votes always help one’s cause. This means that lottery-voting creates incentives for participation and deliberation. It will also be easily seen that there is no incentive for tactical voting – one should always vote for one’s preferred outcome rather than ‘second best’. Being fair to minorities solves a lot of democratic problems, such as the fact that votes in ‘safe seats’ are effectively wasted.
There is one final objection to consider. It has been supposed that treating all equally leads to some form of proportionality. The proportionality that I focus on, however, is one of chances rather than outcomes. That is, if one group make up two-thirds of the voters, I give them a two-thirds chance of getting all their own way, rather than proposing a compromise that simply gives them two-thirds of what they want. It is of course possible to consider what Kamm calls ‘results proportional to numbers’ as an alternative to ‘chances proportional to numbers’. I have nothing against such compromises. In some cases, they will be desirable and in others fail to please either side. I take it, however, that there is no mechanical way to decide when compromise is appropriate or to bring it about; it can only be achieved by negotiation. Lottery-voting provides a background against which parties can bargain for mutually-acceptable compromises – and if one can win unanimous assent then that is all very well. Where the sides do not want compromise, or one cannot be reached, then one of them must have their way and we have recourse to lottery-voting, according to which there are no guaranteed winners or losers.
� Pettit (2000) makes this point when he observes “Matters of common, recognizable interests can often be advanced in different ways, where one way is more costly for this group, a second more costly for that, and where the different groups will prefer different approaches” (p.118).


� This assumes a one-off decision. If we have a series of meals together, it would be fair to alternate between Indian and Chinese. I also exclude the possibility of compromise, e.g. Italian.


� Hobbes, for example, argued “if the Representative consist of many men, the voyce of the greater number, must be considered as the voyce of them all. For if the lesser number pronounce (for example) in the Affirmative, and the greater in the Negative, there will be Negatives more than enough to destroy the Affirmatives; and thereby the excesse of Negatives, standing uncontradicted, are the onely voyce the Representative hath” (Leviathan, ch.16) and Henry Thoreau added “the practical reason why, when the power is once in the hands of the people, a majority are permitted, and for a long period continue, to rule is not because they are most likely to be in the right, nor because this seems fairest to the minority, but because they are physically the strongest” (On Civil Disobedience, p.2).


� Rawls


� “[W]hen any number of men have, by the consent of every individual, made a community, they have thereby made that community one body, with a power to act as one body, which is only by the will and determination of the majority: for… it being necessary to that which is one body to move one way; it is necessary the body should move that way whither the greater force carries it, which is the consent of the majority: or else it is impossible it should act or continue one body… [Thus] the act of the majority passes for the act of the whole, and of course determines, as having, by the law and nature of reason, the power of the whole” (Second Treatise §96). Note he does not here say they consent to majority-rule; he says they consent to form one society, which makes majority-rule necessary.  Waldron (1999) pp.130-50 dubs this the ‘physics of consent’; c.f. Risse (2004) p.47.


� “Whosoever therefore out of a state of nature unite into a community, must be understood to give up all the power, necessary to the end for which they unite into society, to the majority of the community, unless they expresly agreed in any number greater than the majority” (Second Treatise §99).


� Simmons (1993) p.94.


� E.g. it is not clear whether (4,1) would be all-things-considered better.


� Scanlon (1998) p.234.


� Scanlon (1998) p.234.


� I will turn, shortly, to political implications, but note the similar assumption underlying majority-rule; c.f. Guinier (1994) “Simple majority rule assumes that the majority and minority are fungible, meaning that the outcome of voting procedures depends solely on the shape of the distribution of the preferences and not on which voters hold certain preferences” (p.77), but this breaks down in the case of racial (or other deep) divisions, because “When majorities are fixed, the minority lacks any mechanism for holding the majority to account… The permanent majority simply has its way, without reaching out to or convincing anyone else” (p.9).


� Hirose (2007) p.51.





