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Introduction

It is common in normative ethics to abstract away from any epistemic shortcomings of the agent. In this highly idealized debate, virtue ethics will simply tell you to do what the virtuous person would do (or what would display the most virtuous motive), whereas Kantian ethics will tell you to do what is based on a universalizable maxim, and utilitarianism, what would maximize general happiness. But is right to ignore the epistemic situation of the agent?

The obvious option is to reformulate the moral theories so that they take into account the epistemic situation of the agent. Virtue ethics will now tell you to do what you have good reason to believe a virtuous person would do. Similarly, Kantianism will now tell you to act on what you have good reason to think is a universalizable maxim. Utilitarianism will tell you to do what you have good reason to think would maximize happiness (or, more plausibly, what would maximize expected happiness.) Note that these accounts are not supposed to be seen as merely providing rules of thumb that will help the agent in deciding on what is the right action, objectively speaking. Rather, they provide an alternative explanation of why an action is right, one according to which the right-making features will be in part epistemic in nature. 

The aim of this paper is to critically examine this epistemic reformulation of standard moral theories. I will pay especially close attention to Michael Zimmerman’s epistemic account, since it is by far the best-developed account in the literature.

Zimmerman’s main reason to move to an epistemic account has to do with the famous ‘Jackson-case’ which is often seen as serious challenge for the objective view of rightness.  In a Jackson-case the intuitively reasonable option is something the agent knows to be objectively wrong, no matter what happens. Zimmerman thinks this shows that the primary notion of moral rightness should be epistemically constrained. One important assumption in his argument is that no morally conscientious person does knowingly do wrong. I shall argue that this assumption is false. I shall also argue that an epistemically constrained moral theory has many counterintuitive implications. The upshot is that we need to distinguish between what is rational to do, given the agent’s preferences and beliefs, and what is morally right. Jackson-cases do not give us reason to abandon objective moral rightness as the primary concept of moral rightness. 

Stage setting

In order to simplify the discussion, I will assume that the standard objective views can be represented by the following schema:

An agent ought to perform a certain action in situation S iff the action is F in S.

F is supposed to be an objective right-maker in the sense that it is not analysable in terms of some fixed epistemic feature of the agent in S.
 However, F need not be objective in the stronger sense that it contains no reference to subjective features of the agent. The agent’s motives, intentions, desires, and beliefs of the agent can be morally relevant according to an objectivist. The traditional Kantian, for instance, would define the right-maker in part in terms of the maxims of the agent, and some forms of virtue theory would define them in terms of the agent’s actual motives. The objectivist need only exclude epistemic features such as having good reason to believe that an act is based on a universalizable maxim or having good reason to believe that one is acting on a virtuous motive.

Note also that an objectivist can analyze F in terms of objective chances. For instance, a consequentialist who claims that the right action is the one that maximizes expected value where the relevant probabilities are objective chances is still an objectivist since objective chances are not defined in terms of the agent’s evidence.

One reason why it is difficult to take sides in the debate about objectivism is that each side of the debate can use effective intuition pumps. The objectivists can, for instance, have us think about Oedipus, who killed his father and made love to his mother.
 Judging by our common-sense views on patricide and incest, he seems to have acted wrongly on both counts. But what makes the story so tragic is that he did wrong even though he tried his best in the light of available evidence to avoid doing these wrongs. The objectivists can also point out that when we help someone in need, keep a promise, or return a favour, it seems that what makes the actions right (if they are right) is that it was a helping of someone in need, or a keeping of a promise or a returning of favour. If the epistemic view is accepted, these claims are all false. What makes an act of non-epistemic kind K right is never the fact that it is of kind K. What makes the action right is that the agent had sufficient evidence that the act was of kind K (or that his evidence suggested that the act would maximize expected Kness).

The defenders of the epistemic view have their own pet examples.  Suppose, for instance, you are approaching a blind intersection in the country. You know that only two or three cars pass through the intersection every hour, so there is a low chance that you will have an accident if you speed through the intersection without slowing down. Suppose, that unbeknownst to you, if you speed through nothing will happen. Ought you therefore to speed through despite the fact that there is a small chance that you have a serious accident? The objectivist seems forced to say yes and thus condone reckless behaviour.

Have the objective ought and eat it too. The distinction between objective and subjective rightness.
One way to respond to these examples would be to claim that ‘right’ is ambiguous between ‘objective rightness’ and ‘subjective rightness’. What makes an action objectively right is some non-epistemic fact, but what makes an action subjectively right is some epistemic facts about the agent.
 So, Oedipus did the objectively wrong thing but the subjectively right thing, whereas the car-driver who sped through the intersection did the objectively right thing but the subjectively wrong thing. 

By disambiguating rightness we seem to be able to have the objective ought and eat it too. Things are not so rosy, however, since, as Zimmerman and others have pointed out, we still need to know which notion of rightness is more important.
 If we claim that they are equally important we seem to face a dilemma in all cases above, since what is objectively right is not what is subjectively right. It is also not a useful answer to our moral query about what we ought to do to be told that objectively you ought to do this and subjectively you ought to do something else. We want to know what we ought to do, full stop.

We thus need to make up our mind about which notion is more important. The objectivist would claim that only objective rightness is actual rightness and that subjective rightness is at most derivative. The subjectivist would say that it is subjective rightness that is actual rightness and that objective rightness is at most derivative.

The Jackson case 

But how can we decide between these options? Some situations trigger strong intuitions about the importance of objective rightness, whereas others trigger strong intuitions about the importance of subjective rightness. Zimmerman argues, however, that there is a further example that decisively tells against the objectivist account of rightness and that is the famous Jackson-case:

A doctor must decide on the correct treatment for a patient who has a serious skin complaint. Careful consideration of the literature has led her to the following options. B will relieve the condition but will not completely cure it. One of A and C will completely cure the skin condition; the other will kill the patient, but there is no way she can tell which of the two is the perfect cure and which is the killer.

To make the structure of the case clearer, let’s put it in diagrammatical form (where it is made explicit that the agent’s evidence divides equally between the S1 and S2):

	Actions
	States of nature

	
	S1 (p = 0.5)
	S2 (p = 0.5)

	A
	Complete cure
	Death

	B
	Partial cure
	Partial cure

	C
	Death
	Complete cure


The intuitively right option is B even though this is guaranteed to be suboptimal in terms of the patient’s well-being. The objectivist, on the other hand, must say that the right option either A or C, (assuming an objective moral theory according to which the doctor ought to do what is actually best for the patient, other things being equal). But both A and C seems wrong since, for each action, the possible gain of performing it does not compensate for the possible loss. To perform either action seems reckless.

The objectivist could try to soften the blow by distinguishing between wrongness and blameworthiness and say that even though the agent would act wrongly in doing B, he does not deserve blame. The problem with this reply is, as Zimmerman points out, that the agent knew at the time that doing B would be suboptimal in terms of the patient’s well-being and thus wrong, according to an objectivist theory.
 The objectivist can’t therefore claim that the agent is blameless because he acted in good faith, falsely but justifiably believing that he was doing the right thing. It is therefore unclear how the agent could avoid blame, since, as Zimmerman maintains, no conscientious moral agent does wrong deliberately and knowingly.

The objectivist cannot deal with the Jackson-case just by assigning some suitable disvalue to the imposition of severe objective risk on a patient and claim that when this objective feature has been taken into account the verdict will be B rather than A or C. The doctor is not imposing objective risk, since he knows that either A will certainly kill the patient, or B will certainly kill him. So, neither action has a chancy outcome. Rather, the doctor is facing an epistemically risky choice: he knows that one treatment will certainly kill the patient but he does not know which.

Of course, a pluralist objectivist could relax his resistance to take on board epistemic factors and assign disvalue to the performance of an epistemically risky action. This disvalue will then be taken into account alongside other objective factors. But, as Zimmerman has argued, it seems to be possible to take into account this disvalue and still construct a convincing Jackson-case.

For instance, we can construct a case where the doing A (or C) involves something less bad than patient’s death, some weeks of moderate pain, say. Suppose we start with the following case where we have not taken into account the disvalue of risk:

	Actions
	States of nature

	
	S1 (p = 0.5)
	S2 (p = 0.5)

	A
	10
	-2

	B
	6
	6 

	C
	-2
	10


Suppose now that imposing an epistemic risk involving an absolute harm of disvalue  -2 is bad in itself, - m Then a diagram that takes into account the extra disvalue of epistemic risk will look like this:

	Actions
	States of nature

	
	S1 (p = 0.5)
	S2 (p = 0.5)

	A
	10 - m 
	-2 - m

	B
	6
	6 

	C
	-2 - m
	10 - m


So long as m is not equal or greater than 4, this is still a Jackson-case, since B is suboptimal no matter whether S1 or S2 is the case, and if A (or C) is done rather than B, the possible gain does not seem to compensate for the possible loss. Of course, we would not get a Jackson-case, if risking the harm had twice the disvalue of the harm itself, but that is not a plausible evaluation. Indeed, it seems more reasonable to say that, typically, risking a harm is less bad than the harm itself.

The bare bones of a Jackson-case can be laid out by the following diagram (with comments).

	Actions
	States of nature

	
	S1 (p = 0.5)
	S2 (p = 0.5)

	A
	10 
	-100 

	B
	6
	6 

	C
	-100 
	10 


One of S1 and S2 is objectively certain, but the agent’s evidential probability divides equally between them. The numbers represent the overall value of the actions under each state of nature. This value is supposed to encompass all morally relevant considerations, including the disvalue of imposing epistemic risk. (Of course, nothing crucial hangs on its being a doctor who can choose between possible treatments for a patient.)  It is important that it is a cardinal representation of value so that it makes sense to say that, if A (or C) is done rather than B, the possible gain is smaller than the possible loss. 

Zimmerman’s theory (first approximation)

The epistemic view claims that what an agent ought to do is determined by her available evidence. The simplest version of this view could be captured by the following schema

an agent ought to perform a certain action in S iff he has (strong) justification, in S, for believing that the action is F in S.

where F is a place-holder for some descriptive or evaluative feature. The utilitarian would have F stand for the property of maximizing happiness, the virtue theorist would have it stand for the property of displaying the highest virtues or, alternatively, the property of being such that it would be performed by the fully virtuous person, the Kantian would have it stand for the property of being based on a universalizable maxim, and so on.

Our discussion of the Jackson-case showed that this version is inadequate if we want to claim that B is the morally right option, since it would imply that option B is not obligatory. Since he knows that B is morally suboptimal, he is not justified in believing that it is morally optimal and thus it is not obligatory. (I assume here that all sensible moral theories, including Kantianism and virtue ethics, would accept that the doctor ought to do what he has justification for thinking would be the actually best for the patient, other things being equal, where these other things include factors about virtue and vices or special duties and maxims.)

A more plausible version would take into the account the degrees of evidential support and the degrees of the morally relevant property F. For each option we have a set of possible outcomes, where each outcome specifies a degree of Fness to the option. Each possible outcome of an action is assigned an epistemic probability, ranging from 0 to 1, depending on which degree of belief in the outcome the available evidence supports. The higher epistemic probability of an outcome, the higher degree of belief is supported by the agent’s total evidence. An action’s expected value of Fness is then equal to the sum of the weighted degrees of Fness (which are specified by the outcomes of the action), where the weight assigned to a degree of Fness is determined by the epistemic probability of the outcome that specifies that degree of Fness. On this construal, utilitarianism would say that an agent ought to do what maximizes expected total happiness, the virtue-theorist what maximizes the expected balance of displayed virtue over vice, and the Kantian what maximizes expected duty (if it makes sense to rank the duties in order of importance, which perhaps could be done in terms of a ranking of the maxims in terms of moral importance) More generally, the idea is that 

an agent ought to perform an act in S iff it is the option that has the greatest expected value of Fness for the agent in S,

where ‘value’ is a place-holder for the property-degree mentioned in a substantive theory: degree of happiness, virtue, duty or what have you. This theory is the first approximation of Zimmerman’s prospective view and it seems to give the right result in the Jackson-case, since the epistemic probabilities divide equally between the two states of nature S1 and S2.

One could object here that this view hinges on some speculative assumptions about evidence and the degrees of morally relevant properties. It is not clear that the degree to which you are justified in believing a proposition in light of your total evidence can be understood as a kind of probability, strictly speaking. Some of the axioms of the probability calculus seem quite unreasonable in this epistemic context, e.g., the axiom that tells you to assign probability 1 to all tautologies. (We are not logical experts.)

Concerning the degrees of Fness, it should be noted that is not enough to be able to talk about more or less of Fness, e.g., more or less of happiness, more or less of virtue, or more or less important duties. We also need to be able to compare differences in degrees of Fness in order to meaningfully talk about maximizing expected Fness. More exactly, we need to be able to compare the difference in degree of Fness between two actions A and B, under one state of nature, with the difference in degree of Fness between the same actions, under a different state of nature. Recall that our intuitions in the Jackson-case traded on a comparison of the value differences between A (or C) and B , under S1, and the value differences between A  (or C) and B , under S2. Whereas this measurability assumption seems sensible for some choices of F, for instance, one in terms of a degree of happiness produced, it is not clear it makes sense for other choices. Can we, for instance, meaningfully compare differences in degrees of the balance of displayed virtue over vice? Can we meaningfully compare differences in degrees of the importance of duties or maxims? 

I think these are pressing problems, but since they are more pressing for the epistemic approach than for the objectivist, I will simply assume that they can be solved. The central question of my paper can thus be rephrased: Given these measurability assumptions, should we opt for an objectivist or an epistemic view or rightness? 

(Instead of using the cumbersome locutions ‘degrees of Fness” and ‘expected Fness” I will follow Zimmerman and simply talk about degrees of value and expected value. )

Evaluative uncertainty and the problems it poses for Zimmerman’s theory

Zimmerman argues that the first approximation of the prospective view fails in light of cases of evaluative uncertainty. Here is Zimmerman’s own example. 
You are certain that giving a certain pill to John will cure him partially, and you also certain that giving this pill to Jane will cure her completely. You know that John is a human being and Jane is hamster, but you are not sure how much animal welfare matters in comparison to human welfare. Your evidential probability for the value of full recovery of Jane divides equally between the hypothesis that the value is 120 and that it is only 20. 

	Actions
	Evaluative hypotheses

	
	Impartial (p=0.5)
	Speciesist (p = 0.5)

	Give the pill to John
	100
	100

	Give the pill to Jane
	120
	20


In this case, a theory that only took into account the actual values, not the probable ones, would say that we ought to give the pill to Jane, if the impartial hypothesis were true, and that we ought to give the pill to John, if the speciesist hypothesis were true. Zimmerman thinks that it would be ‘unwarrantedly one-sided’ to take into account the agent’s evidence for empirical hypotheses and ignore his evidence for evaluative hypotheses.

Zimmerman does not tell us why it would be unwarrantedly one-sided. But it is easy to see that if only empirical evidence matters, a new Jackson-case can be constructed. Suppose that the agent is certain about empirical matters but uncertain about evaluative ones. Suppose further (unrealistically) that E1 and E2 are the only two evaluative hypotheses that are supported by the agent’s evidence and that he knows that one of them is true, but not which. Finally, assume that his epistemic probabilities divide equally between the two hypotheses.

	Actions
	Evaluative hypotheses

	
	E1 (p = 0.5)
	E2 (p = 0.5)

	A
	10 
	-100 

	B
	6 
	6 

	C
	-100 
	10 


If E1 is the true hypothesis, then A would maximize expected actual value, and this is what the agent ought to do according to a theory that does not take into account epistemic probabilities for evaluative hypotheses. But in the same way as it seemed more reasonable to opt for B in the original Jackson-case, in which we had only empirical uncertainty, it seems more reasonable to opt for B in this case, in which we only have evaluative uncertainty. In both cases, doing A (or B) seems to be just too risky given the agent’s evidence. But if we want to say that we ought to do B, we can no longer say that we ought to maximize expected actual value. Zimmerman’s final version of the prospective theory is therefore:

An agent ought to perform an act in S if and only if it is the option that has the greatest expectable value for the agent in S.

On this account the rightness of an action is a function of (a) evidential probability of outcomes, (b) evidential probabilities of evaluative hypotheses about the values of outcomes, and (c) the values of outcomes proposed by these hypotheses. The expectable value of an act A equals the sum of the weighted probable values of its outcomes. More exactly, it equals (i prob (Oi /A) ( (j prob (Oi has Vj) ( Vj, where Oi is a possible outcome of A, and Vj a possible value. 

There are several problems with this theory, however.

Univocal notion of betterness? The most serious problem with Zimmerman’s account is that in his final formulation of the prospective view he seems to employ a notion of ‘value’ that is more than just a place-holder for an empirical or evaluative feature. It is obvious that it cannot be a place-holder for an empirical feature, such as a degree of total happiness, because then his own example of evaluative uncertainty would no longer make sense. Recall that the agent is supposed to know the true state of nature. But that means that he must be certain about how much total happiness each option would produce. The uncertainty must therefore be about some more substantive notion of value. One option is to see it as uncertainty about what is intrinsically valuable, for one can of course be certain about empirical factors but uncertain about the intrinsic values of these empirical factors. On this construal, the expectable value of an action is, in part, a function the agent’s epistemic probabilities for various hypotheses about the intrinsic values of the possible outcomes of his actions, and the possible intrinsic values of these outcomes. However, this would make the prospective view biased in favour of consequentialism. Since Zimmerman explicitly wants his prospective view to be neutral among consequentialism and non-consequentialism, this cannot be the right interpretation.

Another option would be to understand ‘better’ as ‘more choice-worthy’ or ‘having more reason to do’ and apply it to actions rather than to their outcomes. This seems to be a notion of betterness that can be applied to different moral theories and not just to consequentialist ones.  Both the utilitarian and the virtue-ethicist can agree that we ought to choose the most choice-worthy action; it is just that they disagree about what makes an action more choice-worthy than another. But this approach will obviously not work for Zimmerman, since uncertainty about what is the most choice-worthy action is uncertainty about which action is right. It would thus be circular to define the rightness of an action in terms of the expected choice-worthiness of the action.

Another response would be to claim that the prospective value of an action is only defined relative to a particular substantive moral theory, namely the true one.
 This seems in line with Zimmerman’s insistence that his theory can be applied to any substantive theory about moral obligation. If act-consequentialism is true, then the value hypotheses we should take into account are different hypotheses concerning the intrinsic value of outcomes. If virtue-theory is true, then the value hypotheses to take into account are different hypotheses about virtues and vices. We can then see the example about John and Jane as a case of evaluative but not moral uncertainty. Assuming that act-consequentialism is true, the impartial and speciesist hypotheses can be seen as hypotheses about what has intrinsic value. Assuming that virtue-ethics is true, the hypotheses can be seen as hypotheses about what true benevolence demands. 

One obvious problem with this version of the prospective theory is that it is not clear how specific the true moral framework is supposed to be. If we assume that virtue-ethics is true, are we also supposed to assume that certain version of virtue ethics is true, the Aristotelian, say? Indeed, we need not stop at a broadly Aristotelian version, since there are many different Aristotelian accounts of virtue ethics. Exactly how specific are we supposed to be? Obviously, at the extreme end there is only one virtue ethical hypothesis to consider, the most specific one, but then there would be no space left for evaluative uncertainty.

Another problem is that no matter which level of specificity we go for, it seems to be ‘unwarrantedly one-sided’ for an epistemic account to just consider evaluative hypotheses that are relevant to the true moral framework of that level of specificity. If the agent has overwhelming evidence for some evaluative hypothesis that is not relevant to that framework, why should he not take this into account? After all, a reasonable agent should be sensitive to both empirical and evaluative evidence.

The true axiology cuts no ice. No matter how this problem is resolved, another problem remains: which (most) specific axiology is true does not matter for the rightness of actions. For instance, in the case above about John and Jane, the prospective theory gives the same verdict no matter whether the impartial or speciesist theory is true. Of course, the prospective theory would give a different verdict if the true axiology did not assign any value to the well-being of any creature. But it is still true that an action is never right because of facts about actual value. This means that, in the abstract Jackson-case above, the agent ought to do B even though he knows that this will be suboptimal no matter which axiology is true. This is a decidedly odd implication. Suppose that virtue-theory is true and that the agent is considering various hypotheses about the nature of virtue and the ranking of different virtues. Suppose that E1 in the above example is a hypothesis about Aristotelian virtues that generates the ranking under E1. Suppose E2 is a hypothesis about non-Aristotelian virtues that generates the ranking under E2. Finally, suppose (unrealistically) that the agent knows that either E1 or E2 is true. How could he as a convinced virtue-ethicist accept that he morally ought to do B when he knows that it will be suboptimal in terms of the true theory of virtue? It seems much more plausible to see his predicament as one of moral uncertainty in which he is risking doing wrong.

Sanctions serious evil-doing. Zimmerman acknowledges that his theory entails that evil-doing must be seen as morally right when the evaluative evidence is sufficiently defective.
 Suppose that your are faced with the choice between torturing many innocent persons for the sheer fun of it or refraining from doing so, and suppose, not surprisingly, that it would actually be best to refrain from doing so, but that, due to serious deficiencies in your evaluative evidence, it would maximize expectable value to torture the persons for fun. Perhaps your available evidence speaks strongly in favour of some form of extreme egoism (which would be a relevant evaluative hypotheses if we assume that a broadly consequentialist framework is true). Is it not grotesque to think that under such circumstances one’s overall moral obligation is to torture?
I say yes but Zimmerman is willing to bite this bullet. He claims that the objectivists are pretty much in the same boat, since they must accept cases of blameless wrongdoing. For instance, if Hitler’s empirical evidence was seriously misleading, he might have been blameless in persecuting and killing the Jews. It depends on whether he non-culpably believed that he was doing no wrong. 

I agree that whether an evil-doer is blameworthy depends in part on whether he believed non-culpably that he was doing no wrong, but I think that to accept that evil-doers do the morally right thing is very counterintuitive, at least sufficiently counterintuitive to make us reconsider the rejection of the objectivist prescription in the original Jackson-case.

Zimmerman is sensitive to this intuition, but he thinks that since the only serious alternative would be to adopt an objectivist theory, it is a question of ‘picking one’s poison’, and the ‘poison’ he prefers is wrongless evil-doing rather than reckless obligations in the Jackson-case.

I should add that a theory that asks us to maximize expected actual value will also have similar implications, since misleading empirical evidence might falsely suggest that only by torturing the innocent will some disaster be avoided.  But according to this theory rightness is still determined by the true disvalues of the torturing and the disaster rather than the agent’s evidence for possibly mistaken claims about their disvalues.

Halfway house. Zimmerman’s theory claims that what we ought to do is a function of the agent’s evidence, but he seems to ignore evidence concerning many other crucial features of the agent’s situation, including which options are performable and states of nature are metaphysically possible. In other words, he seems to assume that what we ought to do depends on our real options and real states of nature rather than what our evidence suggests are the real options and real states of nature. The options and the states of nature are not epistemically constrained, only the features ascribed to them. But why isn’t this restriction unwarrantedly one-sided? Why stop at evidence concerning states of nature and value? If we go down the route of determining rightness by evidence, it is seems ‘unwarrantedly one-sided’ to leave out evidence for crucial features of the agent’s situation. Of course, if we go down this route we will have problems honouring the principle that ‘ought’ entails ‘can’, since we can have strong but misleading evidence that an action is performable when in fact it is not. But a wholesale epistemic approach should either reject this principle or ascribe rightness only to intentions.

Rational preferences and choices 

I agree with Zimmerman that in a Jackson-case with evaluative uncertainty it is reasonable for the agent to opt for B, but I disagree with him that this should be accounted for by making moral rightness sensitive to our evidence for different evaluative hypotheses. Doing this will give us a very counter-intuitive theory of moral rightness.  Now, if we reject Zimmerman’s solution to cases of evaluative uncertainty, what shall we do? Well, we seem to be forced to say that cases of evaluative uncertainty are in fact cases of moral uncertainty in which we risk doing wrong. Zimmerman thinks that in cases of moral uncertainty the only thing to be said is that the agent morally ought to do what he morally ought to do, even if this, as he admits, is not a very helpful answer to the agent’s query when he has no clue about which action he ought to perform.  I agree that this is the only thing we can say about moral rightness, but if we introduce a distinct notion of rational preference and choice much more can be said. Let’s go back to our abstract case of evaluative uncertainty. To make clear that it is also a case of moral uncertainty I have made explicit the normative status of the options under each evaluative hypothesis.

	Actions
	Evaluative hypotheses

	
	E1 (p=0.5)
	E2 (p=0.5)

	A
	10 (right)
	-100 (major wrong)

	B
	6 (minor wrong)
	6 (minor wrong)

	C
	-100 (major wrong)
	10 (right)


As we can easily see, the structure is exactly similar to the original Jackson-case. Now, let us ask what preferences a morally conscientious person would have over the actions A, B, C, assuming that he has responded sensibly to available evidence and is aware of the information captured in this matrix.  First, note that each act/evaluative hypothesis combination determines a normative outcome: a right-doing, minor-wrong-doing or a major wrong-doing. Obviously, he must prefer right-doings to wrong-doings. So we have

(A, E1) [image: image2.png]


 (A, E2), (B, E1), (B, E2), (C, E1)

and

(C, E2) > (C, E1), (B, E1), (B, E2), (A, E2).

The crucial question now is how the conscientious person would rank the possible wrong-doings. One option is to assume that he would be indifferent between all wrong-doings:

(A, E2) = (B, E1) = (B, E2) = (C, E1)

If this option is taken, we could represent the choice situation as follows.
	Actions
	Evaluative hypotheses

	
	E1
	E2

	A
	1
	0

	B
	0
	0

	C
	0
	1


What would be the most preferred option for this kind of person, given his preferences over the possible act/morality combinations and his epistemic probabilities? It is rational to prefer A to B, since B is guaranteed to be a wrong-doing whereas A has some probability of being a right-doing without risking anything worse than B does. For exactly similar reasons, C is preferred to B. Since the agent divides the probabilities equally between the two moral hypotheses and is indifferent between all wrong-doings and also indifferent between all right-doings, it is rational to be indifferent between A and C. Thus we end up with the following rational ranking of the options: A, C  > B, A = C.

But is this the most plausible characterization of the conscientious moral agent? Hardly. Why should we assume that he is indifferent between all wrong-doings? It is true that this would be plausible if the moral theories he considered only ranked right options over wrong options and made no discriminations between different wrong-doings. For in this case the only relevant available information to take into account would be the following.

	Actions
	Evaluative hypotheses

	
	E1
	E2

	A
	Right
	Wrong

	B
	Wrong
	Wrong

	C
	Wrong
	Right


But we have assumed that more information is relevant and available. We have assumed that the agent is aware that each state of act/evaluative hypothesis determines a moral ranking of the options in terms of moral value (or in terms of rightness and degrees of wrongness). Given this assumption, it seems more plausible to characterize the conscientious moral person as being concerned not just with rightness and wrongness but also with differences in the severity of wrong-doings. In other words, he should prefer lower-ranked wrong-doings, minor wrongs, to higher-ranked wrong-doings, major wrongs. 

On this construal, the moral agent would display the following preference structure in the case of moral uncertainty:

(A, E1) > (A, E2), (B, E1), (B, E2), (C, E1)

(C, E2) > (C, E1), (B, E1), (B, E2), (A, E2)

(B, E1) > (C, E1)

(B, E1) > (A, E2)

(B, E1) = (B, E2)

Since a moral agent should also be sensitive to the fact that in this particular case the value difference between a minor wrong-doing and a major one is greater than the value difference between a right-doing and a minor wrong-doing, his preference for a minor wrong-doing over a major wrong-doing should be stronger than his preference for a right-doing over a minor wrong-doing.

Given this preference structure, it is rational to prefer B to all other options. It is rational to prefer B to A, since the possible gain, from minor wrong to right, does not compensate for the possible loss, from minor wrong to major wrong. For the very same reasons it is rational to prefer B to C. More generally, a rational person prefers an option whose prospect is (x, 0.5, y) to an option whose prospect is (z, 0.5, u), if his preference for x over z is stronger than his preference for u over y. 

If this is true, then it is open to the objectivist to apply analogous reasoning to the original Jackson-case, since for him this is also a case in which we risk doing wrong.

	Actions
	States of nature

	
	S1 (p=0.5)
	S2 (p=0.5)

	A
	10 (right)
	-100 (major wrong)

	B
	6 (minor wrong)
	6 (minor wrong)

	C
	-100 (major wrong)
	10 (right)


As a rational moral agent, he should prefer B to A and C, since he cares not only about doing right and avoiding doing wrong, but also about degrees of wrongness. More exactly, since he prefers minor wrong-doings to major ones and, and, in this case, this preferences is stronger than his preference for a right-doing over a minor-wrong-doing, B is the rational option since it brings about the most-preferred prospect. So, given his moral preferences and his beliefs, choosing to do B must be the most rational thing for him to do despite the fact that he knows that B is morally wrong. A morally conscientious person who is also minimally rational should be willing to perform a minor wrong in order to avoid risking a major wrong.

Virtues of my proposal
One obvious virtue of my proposal is that we can respect the intuitions that speak in favour of an objective account of rightness. Oedipus did do wrong even though he tried his best to do the right thing. Since he tried his best to do the right thing, he is not blameworthy. We can also say that at least sometimes an action is wrong simply because it instantiates a non-epistemic feature, being a keeping of a promise, say.

The examples that seem to speak in favour of an epistemic account can be dealt with in a number of different ways. One possibility is to say that speeding through the intersection is wrong because of the objective risk involved. Another option is to say that it is wrong because it involved epistemic risk, but maintain that there are also objective wrong-makers. A final option is to say that the action is in fact right, since nothing happened, but it was irrational in the sense that the agent was risking a major wrong. I will not here argue for one of these options, since my aim is just to show that the objectivist has the necessary resources to say that something is wrong about the action (either it is morally wrong – options 1 and 2, or it is irrational – option 3).

What about the possible threat of a normative dilemma? If I concede that in a Jackson-case A is the morally right option (because it is in fact morally optimal) but B is the rational choice, am I not forced to say that the agent ought to do A and ought to B, and thus faces a dilemma? It is true that he would face a dilemma, if I assumed that both morality and rationality is normative in the sense that,
(a) if an agent morally ought to do something, then he ought (all things considered) to do it.
and,

(b) if an agent’s beliefs and preferences rationally require him to do something, then he ought (all things considered) to do it.

However, even if we agree that both morality and rationality is normative in the sense that they generate all things considered oughts, no dilemma will be generated if we take more care to characterize the rationality requirements and the claim that rationality is normative. As has been argued convincingly by others, rationally can hardly be normative in the sense that if an agent’s beliefs and preferences rationally require a certain action, he ought all things considered to do it. What if the beliefs and preferences are crazy to begin with? To take an analogous case in theoretical rationality, it can’t be true that if a person believes p and believes that p implies q, then he ought all things considered to believe that q, even though rationality requires him to believe q, give his initial beliefs, for, again, his initial beliefs can be completely crazy. 
What we should say instead is that since rationality, in one important sense, is about the coherence between mental states (or mental states and actions) the rationality requirements should take wide scope rather than narrow scope. That is, they should be of the form 
you are rationally required to (x if you y) 
rather than 
if you y, then you are rationally required to x

This means that if rationality is normative what follows are wide scope ought claims of the form

You ought to (x if you y)

The ought takes wide scope over a conditional and from the fact that you ought to satisfy a conditional it does not follow that you ought to satisfy the consequent. Consequently, when we say that you are rationally required to do B if you have certain beliefs and preferences, this will at most entail that you ought to (do B, if you have these beliefs and preferences). But this wide scope ought claim does not conflict with the claim that you ought to do A. It is not impossible to satisfy both.

As a final advertisement of my solution, I will quickly point out how it avoids the objections I launched against Zimmerman’c account. First, I have no problem in finding a univocal notion of betterness in cases of evaluative uncertainty, since I can happily adopt a notion of value that has strong conceptual links to rightness and wrongness, e.g., choiceworthiness or degrees of wrongness. 
Second, true axiologies will cut normative ice since I can accept that B is morally wrong in cases of evaluative uncertainty.
Third, my account will not sanction serious evil-doings. I can maintain that it is never right to torture people for fun when no good consequences for others will come about.

Finally, there is no need for me to take into account evidence concerning states of nature and performable actions when defining rightness, since what is objectively right is determined by objective features of the situation. However, it is still true that what is rational to do is sensitive to the agent’s beliefs about states of nature, performable actions and possibly other features of the situation. 
Objections to my solution

Even though my proposal seems to have something going for it, there are a number of objections that has to be answered.
Morally conscientious wrong-doing. Zimmerman would object that I have given more of a caricature than a plausible characterization of a morally conscientious person. Recall that he insists that no conscientious person who adopts an objectivist theory could prefer option B in a Jackson-case, since he knows that it is wrong.

In reply, note first that we should all agree that no conscientious moral agent would knowingly do wrong if he knows of some other options available to him that it would be right. But the cases we are now considering are not cases where the agent has knowledge of what is the right option. In these cases, it would be morally insensitive to care only about doing right and avoiding doing wrong, since the moral theories under consideration discriminate between the moral values of different wrong-doings. 

Moral fetishism. I have described the morally conscientious person as caring about moral rightness and wrongness and as preferring minor wrongs to major wrongs. One could complain that this characterization makes him look like a moral fetishist. Shouldn’t the morally conscientious person instead care about what makes actions right? Shouldn’t he, for instance, care about helping the needy rather than just being concerned with doing the right thing? I agree that the morally conscientious person should care about the right-makers when he is aware of them being right-makers.
 But in the cases of evaluative uncertainty the agent lacks this knowledge. He knows all the empirical features of the actions, but he cannot tell which feature is a right-maker, since he does not know what makes an action right. I don’t think it is fetishistic to care about right- and wrong-doings when you don’t know what makes your options right or wrong.

The problem of inter-theoretical comparisons of value differences. I have assumed that it makes sense to compare value differences across evaluative theories. In particular, I have assumed that that in the Jackson-case with evaluative uncertainty the value difference between action A and B, under E1, is smaller than the value difference between A and B, under E2. But does this kind of comparison make sense? This is a pressing question for me since if this comparison does not make sense, then I can no longer talk about the agent’s preferences being sensitive to the value differences in Jackson-cases with moral uncertainty.
 

In reply, it should first be noted that this is also a pressing for epistemic theorists so long as they follow Zimmerman in asking us to maximize expectable value, since expectable value is in part a function of values from different evaluative theories. Indeed, such a theory stumbles even on the initial problem of finding a concept of value that can be uniformly applied across different theories. As shown in the previous section, opting for the notion of choice-worthiness would obviously not work, since rightness cannot without circularity be defined in terms expected choice-worthiness.

Since I am not in the business of defining rightness in terms of expected choice-worthiness I can adopt choice-worthiness as the relevant value notion.
 But this obviously does not give me what I need. It is one thing to say that each moral theory generates a ranking in terms of choice-worthiness, quite another to say that we can compare differences in choice-worthiness across different theories.

It should be noted that my argument only assumes that it is possible to compare value differences across some theories. (Indeed, I only need the possibility of comparing two theories.) I do not need to make the much stronger and controversial assumption that for any two theories, no matter how different, it makes sense to compare differences in moral value across these theories. The weaker assumption has some intuitive support. Consider, for instance, Zimmerman’s own example where the agent is uncertain about the value difference between a partial cure for a human and a full cure of a hamster. It is commonplace to say things like ‘if impartialism is true, completely curing the animal is somewhat better than partially curing the human, whereas, if speciesism is true, partially curing the human is considerably better ’. It is also commonplace to assess theories such as impartialism and specisism by comparing their respective value judgements with our intuitive ones. Do we think, after careful reflection in a cool hour, that the complete cure of the animal is better or worse than the partial cure of the human, and if we think it is better (worse) how much better (worse) do we think it is? These comparative judgements would all be mistaken if we could not compare value differences across theories.

Of course, this is not much of an argument in itself, but it does point out the drastic consequences of denying the possibility of comparisons of value differences. In this respect, the problem is similar to the one of interpersonal comparisons of differences of well-being. We assume in many contexts that it does make sense to say that one person’s welfare gain will not be as big as another’s welfare loss. Denying this assumption would lead to drastic revisions of many crucial practices. 

As in the case of interpersonal comparisons of well-being, there are many possible views on how to compare value differences across theories. In the recent literature on this problem, three distinct approaches have been defended.
 To adjudicate between these theories or to propose a different one would require a paper of its own. It would premature to rule out the possibility of comparing value differences across theories. Of course, it is also premature to assume that these value comparisons across different theories can be done with precision. But for my argument to work, precise comparisons are not needed. I only need to assume that rough comparisons can be made of the sort ‘the value difference between A and B, according to theory T1, is at least n and at most m times greater than the value difference between C and D, according to T2’, and that we can construct a Jackson-case where according to the rough comparisons of value differences across E1 and E2 doing B will minimize the expected shortfall from maximum value.

Moral rightness loses its bite. If knowingly doing wrong implies blameworthiness, I have a problem, since I will then have to say that the agent in preferring or choosing B deserves blame. But the link between wrongness and blameworthiness is not this simple. There are many cases where knowingly doing wrong does not merit blame, namely those cases in which you have a valid excuse. In the Jackson-cases under consideration, it seems obvious that you have an excuse: you can’t tell which action is morally right. It would thus be unfair to blame you for knowingly doing wrong when you are being sensitive to degrees of wrongness and thus performing a minor wrong in order to avoid risking a major wrong. On the contrary, you would be blameworthy if you only cared about avoiding wrong-doing and ignored morally relevant information about the differences in moral value of different wrong-doings.

Degrees of rightness. One could complain that I have implicitly assumed that rightness comes in degrees and that is false since an action is either right or wrong, period. I agree that I have assumed that this bipolar picture is incorrect, but I have not assumed that rightness comes in degrees. I have only assumed that wrongness comes in degrees, and this is common-sense. Surely, there is a difference in degrees of wrong-doing between genocide and breaking a promise. Both are wrong, but genocide is serious wrong-doing, whereas promise-breaking is typically a minor wrong. A moral theory that cannot make such distinctions is seriously flawed.

Violates the ‘Enkratic’ rationality requirement.
 One implication of my views is that it can be rational to intend an action you believe you ought not to perform. This seems to go against the rationality requirement that if you believe you ought to do x, then you intend to do x. Strictly speaking, my account is compatible with this constraint under a natural reading of it, since in the Jackson-cases I have discussed the agent does not have a (full) belief that a certain available option ought to be performed. He does not believe that he ought to do A. Nor does he believe that he ought to do B, or that he ought to do C. However, it is true that the agent violates the principle that if one believes that x is wrong, one does not intend to do x. But this principle does not seem plausible once it has been acknowledged that wrongness comes in degrees and that it is sensible to knowingly do a minor wrong in order to avoid risking a major wrong.
Unnecessary. One could object that the objectivist account of rightness is unnecessary. Why not simply say that an action is right just in case it is the most-preferred option of a morally conscientious person who has taken into account all relevant evidence?
  One obvious problem with this account is that you don’t need to be a morally conscientious person in order to act rightly. You can do the right thing for the wrong reason. You can, for instance, save the drowning child just because of the social rewards you will reap afterwards when you are treated as a hero. But perhaps we could instead say that an action is right just in case it would be most-preferred by a morally conscientious person. I have no quarrel with this proposal if the morally conscientious person is assumed to have all morally relevant knowledge. An objectivist would of course agree that the preferences of such an ideal person will track rightness. If the suggestion is instead that what is right for you to do in a situation is what the morally conscientious person would prefer to do if he were in your evidential shoes, I think it must be rejected. For one thing, as I suggested before, an agent’s evidence might be extremely misleading. It can speak in favour of radically mistaken evaluative hypotheses. Indeed, it can be so misleading that it suggests that the agent is facing a set of performable actions with possible outcomes when in fact there is no action in that set that is performable. (Perhaps you are a brain in a vat.) Still, even in this epistemically impoverished environment there are rational choices to be made, in the sense of rational intentions to be formed, given the agent’s beliefs and preferences, but since the intended actions cannot be performed, they cannot be right (I am here assuming that ‘ought’ entails ‘can’.)

Paradox regained: what is the rational thing to do when you don’t know what it is rational to do? I have argued that in cases of uncertainty about empirical or moral matters what it is rational to (prefer to) do need not coincide with what it is morally right to do. One could object that this move will only provoke the further question about what to do in cases of uncertainty about rational matters.
 Shouldn’t an agent’s preferences over actions somehow be sensitive to his uncertainty about what it is rational to prefer?
This is a tricky question but we should first note that anyone who believes in the notion of rational preference has to confront it. It has nothing to do with how we deal with moral uncertainty. Even if you reject my way of dealing with moral uncertainty, you still need to know what it is rational to prefer given doubts about what makes a preference rational. Rational preference has a life to live outside moral uncertainty. So, the only way to avoid this question altogether would be to simply refuse to accept that there is a genuine question about which action it is rational to prefer.
Since I have no space to provide a full theory of rationality here, I will have to give some brief comments on this issue. First, it should be noted that it is not part of being rational that you aim at being rational. Being rational, in the sense I have in mind, has to do with the coherence between your preferences about simple outcomes, what you fundamentally care about, and your preferences about prospects constructed out of these simple outcomes. So, if you care about money, the fundamental preferences will be about monetary gains and losses, and the prospects will be lotteries with monetary rewards. For instance, if you prefer a monetary reward of 100£ to 50 £, then you are rational if you also prefer the prospect (100 £ , 0.5, 100 £) to the prospect (50 £, 0.5, 50 £). What you are aiming at is monetary rewards, not rationality. So, on this account of rationality, you are rational if you prefer the first prospect to the second even if, for some strange reason, you strongly doubt that it is rational to prefer the first prospect to the second. Rationality constraints of this kind impose strict liability, to use Broome’s apt phrase.
 
On the other hand, there seems to be something irrational about this person since he is acting according to a standard he has very little confidence in. In one respect, it seems more rational to act according to a standard one has great confidence in. Rationality might thus also concern the fit between one’s actions/intentions/preferences and one’s own standards of rationality. However, even if this is conceded, being rational cannot be equated with being rational in one’s own lights. One reason is that this is simply incoherent, since the principle ‘Be rational in your own lights’ is itself a principle that imposes strict liability; it tells you to be rational in your own lights even if you don’t believe that you should be rational in your own lights.
 A second reason is this.
 Compare two individuals A and B. Suppose A but not B satisfies the dominance principle mentioned above. Suppose further that A has full confidence in this principle whereas B has no confidence in it. Instead, B believes that it is rational to prefer (50 £, 0.5, 50 £) to (100 £ , 0.5, 100 £). In one respect, both A and B are rational, since each is rational in his own lights. But, surely, in another important respect, A is more rational than B, since A but not B satisfies the dominance principle.
So, my tentative conclusion is that in cases of uncertainty of rational matters there is an answer to the question of what it is rational to prefer which is not sensitive to your own views about rationality. Given that you do not change your preferences about simple outcomes - say, outcomes about money, or right-doings and degrees of wrong-doings - which option it is rational for you to prefer is not affected by changes in your beliefs about what it is rational to prefer. However, it is still true that you are less than perfectly rational if your preferences do not fit with your own beliefs about what it is rational to prefer.
Action-guidingness 

If my arguments are right, then we should ignore the epistemic shortcomings of the agent when we formulate a theory of moral rightness.
 We should maintain the standard formulations of moral theories and accept that virtue ethics will simply tell you to do what the virtuous person would do (or what would display the most virtuous motive), whereas Kantian ethics will tell you to act on a universalizable maxim, and utilitarianism, what would maximize general happiness. The obvious problem with these theories as they are stated here is that an ordinary agent will often lack knowledge about whether an action would be done by the virtuous person, whether the maxim of her action can be universalized, or whether her action would maximize general happiness. This is a pressing problem, since we want our moral theories to provide some guidance in our moral decision-making. So, if normative ethics is supposed to have any practical bearing, we need to know how to apply a moral theory when we lack knowledge of which action is right according to that theory.

A radical response to this problem would be to say that it is a mistake to think that moral theories should have any practical relevance. A moral theory is just a criterion of rightness that tells us what makes an action right. It does not tell how to deliberate and decide on actions in real life. Rather, a moral theory will only provide an explanation of why an action is right. 

I think this response is too radical. It is true that a moral theory has the theoretical function of determining which features together makes an action right. But it has also a practical function; it is supposed to guide our choices in moral deliberation. 

So how can an objective criterion of rightness be action-guiding if in many cases we do not know what the right action is according to this criterion?  It is clear that an objective account of rightness is not action-guiding in the sense that you can always easily detect the right-makers and wrong-makers of your options and on the basis of this knowledge do the right thing. But note that the same is true of the epistemic view. According to the epistemic view, what makes an action right is a very complex epistemic property, the presence of which it is often very difficult for the agent to detect. The agent needs to know which evidence is available, and to which degree it supports his beliefs in possible outcomes. In Zimmerman’s case, he also needs know to which degree the evidence supports his beliefs in various evaluative hypotheses. Finally, he needs to know the sum of the probability-weighted values at stake. In Zimmerman’s case, the calculations will be even more complex since he needs to take into account the values that are probable for the agent.

What I have shown, I hope, is that an objective account can still be action-guiding in the sense that there can be an epistemically, morally, and  rationally sensible way to form preferences over your options even if you do not know which action is objectively right.
 In those cases where the most-preferred action is performable, it also seems sensible to say that this action is the most rational action to perform, given your preferences and beliefs. But as the Jackson-case shows doing what is most rational in this sense might be doing what you know to be morally wrong. This is still morally reasonable since it is morally as well as rationally sensible to go for a minor wrong in order to avoid risking a major wrong. In this sense, objective rightness is primary and rational choice derivative.

Concluding remarks

Of course, much more needs to be said about the notion of rational preferences and choice. For instance, is the rational thing to do simply to maximize one’s expected utility? 
  The rationality assumptions I have accepted are all entailed by this more general principle, but they do not mandate it. Furthermore, I have assumed that we can talk about what it is rational to do given certain beliefs and preferences. Can we also talk about what it is rational to do given one’s evidence even if one has not responded appropriately to this evidence and thus not formed the relevant beliefs and preferences? These are important questions, but they have to be dealt with on another occasion. What I have shown here is only that the considerations that pull us in the direction of an epistemic account of moral rightness are better seen as considerations that support a notion of rational preference and action that is distinct but still derived from moral rightness, in the sense that they are derived from the agent’s preferences and beliefs about moral rightness and degrees of wrongness.
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� Zimmerman (2008).


� Pluralist theories, according to which there is more than one right-maker, seem difficult to squeeze into this schema since it only has place for one right-maker.  This simplification does not affect my main arguments except that if we consider pluralist theories we need to take a stand on theories according to which there are both subjective and objective right-makers. In this paper, I’ll remain neutral on this issue. My main targets are instead theories according to which all right-makers are epistemic in nature. 


� The reason why I say that the feature has to be fixed is to exclude a theory that tells the agent to promote his epistemic abilities. Intuitively, this is an objective theory, as Wlodek Rabinowicz pointed out to me. Even with this qualification the definition is rough, but it suffices for my purposes, since I will make clear later on exactly which kind of epistemic theories I will focus on.


� This example is presented in Oddie and Menzies (1992), p. 512.


� A similar example can be found in Howard-Snyder (2005), p. 265.


� I am here ignoring other possible subjective notions of rightness, for instance, what is right in light of the agent’s factual beliefs (which need not be based on evidence), or what is right in light of the agent’s moral beliefs. I ignore them because others have shown them to be poor candidates for the most important notion of moral rightness. See, for instance, Zimmerman (2008), pp. 29-33.


� Zimmerman (2008), pp. 19-21.


� Jackson (1991), pp. 462-463. I have relabeled the options. An example of the same structure can be found in Regan (1980), pp. 264-265.


� Zimmerman (2008), p. 35.


� Zimmerman (2008), footnote 52, p. 46.  But the more general example I give here is my own.


� Nothing crucial hangs on focusing on the disvalue of risking an absolute harm. The examples would still work if we instead focused on relative harms, the loss relative to the ‘safe’ option B. On this construal, doing A will involve the disvalue of risking a relative harm of degree 6 – (-2) = 8. So long as the disvalue of this risk is not greater than half of the value of the relative harm itself, the example will still be a Jackson-case. Wlodek Rabinowicz made me aware of this alternative notion of risk.


� Zimmerman (2008), p. 55.


� Zimmerman acknowledges this problem but simply denies that evidential probability obey the standard axioms of probability theory. See, Zimmerman (2008), p. 60.


� Zimmerman (2008), p. 62.


� Zimmerman (2008), p. 63.


� Zimmerman (2008), p. 63. Strictly speaking, this is not the final version of Zimmerman’s theory. Problems concerning the quality of evidence, the evidence you have for you having evidence, and the exact weighting of probabilities and values, prompt Zimmerman to formulate an even more complex version. See Zimmerman (2008), pp. 63-67, pp. 79-86. For the purposes of this paper, these further problems can be ignored.


� This was suggested to me by Zimmerman in private correspondence. He is, however, inclined to reject it because of the difficulties I mention in the main text.


� Zimmerman (2008), p. 75.


� Zimmerman (2008), p. 77.


� Similar objection to the epistemic account has been put forward by Gustaf Arrhenius and Jonas Gren.


� Oddie and Menzies (1992) argue for a similar conclusion, applied to consequentialism. They think that what I call the rational choice is the best guide to objective rightness. But their argument does not take into account cases of evaluative uncertainty.  Nor do they invoke the preferences of a morally conscientious agent to motivate their solution to the challenge posed by the Jackson-case. Smith (2006) and in press seems also to argue for a similar conclusion, again, applied only to consequentialism, and he does take into account evaluative uncertainty. What I call the rational choice he calls ‘the choice that I ought critically to make’. He spells out this notion of ought as one that underwrites rational criticism of what the agent does, where ‘rational’ includes epistemic elements, i.e., being sensitive to empirical and evaluative evidence. Smith does not discuss Jackson-cases that involve moral uncertainty, nor does he explain why the agent who knowingly does wrong avoids moral criticism. Smith talks about the preferences of a rational agent, but does not see them as preferences for right-doings over wrong-doings and for minor wrong-doings over major ones. Instead, he sees them preferences over actions derived from partial evaluative beliefs about outcomes. 





� I do not assume that the conscientious person would care about the right-maker, Fness, just because he knows that Fness is a right-maker. That would still smell of fetishism. He should also care about Fness for its own sake. Note that this does not cause any problems in the original Jackson-case, since what it is rational to choose given his preferences concerning degrees of wrongness will also be what it is rational to choose given his preferences concerning degrees of well-being of the patient.


� Of course, there might still be something reasonable you could do even if you can’t compare value differences across theories. So long as you can compare values ordinally across theories, we can always go for maximin: prefer the option that maximizes the minimum. B would maximize the minimum, since B’s worst case scenarios a minor-wrong and A’s and C’s, respectively, a major wrong. This might be sensible if the evidence divides equally between E1 and E2, but not if the evidence greatly favours one of the evaluative hypotheses.


� The relations ‘more reason to do’ and ‘less wrong’ would also do the job.


� Anandi Hattiangadi helped me formulate this reply.


� Ross (2006), pp. 762-765, Lockhardt (2000), pp. 84-86, and Sepielli (2008). 


� The label ‘Enkratic’ is taken from John Broome, who also alerted me to this issue. For more on the Enkratic requirement, see Broome (2008).


� For a suggestion along these lines, see Carlson and Svensson (2008), p. 7.


� Michael Zimmerman, Wlodek Rabinowicz, and Anandi Hattiangadi have all pressed me on this point.


� Broome (2008), p. 89.


� This argument is taken from Broome (2008), p. 101.


� A similar argument for a different principle of rationality is given in Broome (2008), pp. 101-102.


� With the possible exception of the disvalue of epistemic risk. However, according to this pluralist view, there are still other right-makers that are objective, e.g., that someone is actually harmed (or imposed an objective risk of being harmed).


� Zimmerman is aware of these problems for his epistemic view. See Zimmerman (2008), pp. 105-106.


� Of course, it might not always be morally right to go through this process of preference formation and act on the basis of it. One might not have enough time to do it, or even if one has the time, the process itself might have some bad consequences that make it morally wrong to go through it. That moral theories can be self-defeating in this way is well-known. Directly or indirectly aiming to satisfy a moral theory can be wrong according to the theory. But since this is a problem for objective and epistemic theories alike, I will not pursue it further.


� This seems to be the view defended in Smith (2006) and in press.


� Ancestors of this paper were presented at SCAS, Uppsala, and the Philosophical Society, Stockholm University in the fall of 2008. I am very grateful for comments from these audiences. I am especially grateful for very incisive comments from Gustaf Arrhenius, Erik Carlson, Anandi Hattiangadi, Jonas Olson, Peter Pagin, Wlodek Rabinowicz, Folke Terman, Torbjorn Tannsjo, and Michael Zimmerman, who got me started at this project. I wrote this paper while a was a Visiting Fellow at SCAS, Uppsala, and I am very grateful for their hospitality.
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